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Abstract

Sparse matrices represent a fundamental data structure in scientific computing, graph analytics,
and modern machine learning pipelines, arising naturally in Graph Neural Networks (GNNs),
recommendation systems, and finite element methods. PyTorch library provides sparse tensor
support across multiple backends, including CPUs and NVIDIA GPUs via CUDA, but GPU
acceleration on Apple Silicon through the Metal Performance Shaders (MPS) backend lacked
sparse tensor operation support — a significant limitation given Apple Silicon’s widespread

adoption and its unified memory architecture (UMA).

This thesis addresses this gap by implementing a comprehensive suite of 161 sparse tensor
operator variants in PyTorch library for Apple Silicon via the MPS backend, covering matrix
operations (SpMM, SpGEMM, bmm, mv), elementwise and unary operations, reductions,
softmax with backward passes, and indexing utilities. Existing CUDA-oriented operator designs
are ported to the Metal/MPS execution model through custom Metal Compute Shaders and

integrated into PyTorch library’s dispatcher and operator stack.

Performance evaluation on SpMM demonstrates that the MPS implementation achieves
speedups exceeding 16x over dense multiplication for large matrices (n = 16384) at low
sparsity levels (0.1% NNZ). Comparative analysis with CUDA-based implementations on NVIDIA
H100 confirms qualitatively similar scaling behavior, with crossover points determined jointly

by matrix size and sparsity level.

Keywords: Sparse Matrices, PyTorch library, Apple Silicon, MPS, CUDA, Sparse-Dense Matrix
Multiplication, SpMM, Performance Analysis, GPU Computing.



